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Abstract 

The aim of this research is to analyse how investors collect and use typical market 

indicators and investigate the ways in which current technology can be used to enable 

more informed time critical  decisions.  

It has been the Holy Grail of mathematicians, economists, investment banks and 

programmers alike to try and create systems and techniques which accurately predict 

stock market movements in order to ensure financial gain and eliminate risk. The 

findings of such research however are inconclusive as to weather the stock market can 

be predicted accurately enough to make significant profits.  

The efficient market theory concludes that the market already reflects the value of an 

investment since all r elevant information is currently in the public domain, this 

conclusion is increasingly being challenged as more complex computer systems are 

directed towards the field, and the vast repositories of data available on the internet 

grow.  

This research focuse s not on predicting the market but providing better tools to help 

investors make decisions based on the current market conditions. Recent standards and 

technologies such as XML and Web 2.0 have provided solutions to some of the common 

problems of data retr ieval, representation, organization and manipulation. This research 

looks at the use of such technologies.  
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1. Introduction 

1.1. Problem Statement  

 

For Investors, making financial gains requires quick and informed decision -making based 

on many different sources of time sensitive data. N ews articles, company profiles, 

financial indicators and general economic  conditions are constantly changing and all can 

affect the performance and financial well being of a company and therefore its stock 

price.  

The process of gathering and analysing this information is time consuming. For investors    

the cost of their time and charges incurred through buying and selling shares 

immediately reduces potentials gains.  

Another consideration is the time dependant nature of trading, this means that not only 

do investors have to collect and analyse the relevant data they must also make a 

decision based on this data while it is still relevant. Although many sites or portals exist 

specifically aiming to provide a single source for investors, these sites themselves 

become vast and are still predominantly text based.  

The task for inves tors is then not only to discover the relevant information but also 

determine some meaning from it.  

1.2. Overview 

 

This paper aims to research and develop a graphical display method to present a holistic 

view of a market index, specifically the FTSE 100. The in tention being that investors can 

narrow their research efforts by filtering which companies are worth investigating further 

and ultimately help make decisions whether to buy, sell or hold a particular stock. A brief 

overview will be given of the stock mark et and a functional analysis of the trading 

process. An analysis of existing systems and technologies will be used to develop a 

graphical tool for traders to gain a quick insight into the market.  

1.3. Scope 

 

Some assumptions are made about the users of the fin al system, most financial sites 

offer tutorials and helpers to aid first time investors on the intricacies of the stock 

market, the assumption has been made that the users and testers of this system where 

necessary will have relevant knowledge and experien ce to do so, and that the writing of 
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such educational material into the final site is beyond the scope of this project. The final 

system is also intended to provide proof of concept and as such will demonstrate some 

possibilities in terms of retrieving dat a, however all possible scenarios will not be 

implemented, with a view that the system is versatile enough to retrieve data from 

many diverse locations assuming the user provides appropriate configuration.  

2. Literary Review 
 

First an understanding of the st ock market and available technologies is required to 

assess high - level functional requirements and identify technologies, which can answer 

these requirements.  

2.1. The Stock Market 

 

Stock is the term for the outstanding capital of a company or corporation, this  stock is 

divided up into shares which are traded on an exchange in a similar way to an auction, 

the difference being that in a stock market sellers and buyers do not make trades on a 

highest or lowest offer wins basis, instead they are matched based on th e price they are 

willing to trade at.  

2.1.1 Fundamentals 

 

Many exchanges exist globally, among these the major ones include the New York Stock 

Exchange (NYSE) in America, the Nikkei in Japan and in the UK the London Stock 

Exchange (LSE).  

Each exchange consists of lists or indexes of companies grouped by market capitalization 

(the estimated total value of a company). If a company is listed on a particular index 

investors can gauge how large the company is in terms of its financial value. This project 

is concerned  with the FTSE 100, which lists the top UK companies traded on the London 

Stock Exchange.  

The price at which shares are bought and sold is governed by many factors, the price of 

a stock can be thought of as a reflection of what the market is willing to pa y.  Expressed 

another way it can be said that the market price is a reflection of the perceived value of 

a company, this value changes over time to reflect the companyôs financial performance 

and well -being. As Elinger observes the market is searching for the right price 1  

                                                 
1
 The Art of Investment Elinger, A. 
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2.1.2  Predictability 

 
The predictability of financial markets has engaged the attention of market professionals 

& academic economists & statisticians for many years  2 

Being able to predict how a market or individual share is going to behave in  the future 

would be of great advantage to any investor giving them a guaranteed profit on any 

investments they make. As such this is exactly what many investors try to do.  

Several methods and techniques exist from fundamental analysis to technical chartin g. 

The effectiveness of such techniques is always being debated and indeed whether or not 

it is in fact possible to predict market movements with any degree of accuracy. Some 

studies and theories challenge the reasoning behind such pursuits one notable stu dy is 

the efficient market hypothesis.  

2.1.3  The Efficient Market Hypothesis 

 

Malkiel 3 first proposed the Efficient Market Hypothesis in 1973. The findings of his 

research suggest that the market cannot be predicted using any of the formal techniques 

such as fu ndamentals and technical analysis. These methods rely on quantitative data 

about companies and trade information such as prices and volume, which are freely 

accessible in the public domain.  

 

It is proposed that since this information is already freely ava ilable to all investors the 

market already reflects any implications of this information. The debate continues 

between promoters of the EMH and the more traditional technical analysts, as yet no 

solid conclusions have been made either way, and with so much  attention from various 

research sources the debate is likely to continue. Recent advances in techniques, 

computing power and larger data sets available via the Internet have fuelled this debate 

further 4.  

 

It has therefore become clear that an alternative approach is required to instead provide 

investors with all the information and data they require in such a way that allows a quick 

overview and analysis of market activity to help make investing decisions, Mills 5 

proposes that investors need to gather and analyse this information as soon as it 

becomes available so that timely decisions can be made.  

                                                 
2
 Predicting the unpredictable Mills, T 

3
 Random Walk Down Wall Street Malkiel, B 

4
 Predicting the unpredictable Mills, T 
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2.1.4  The Rise in On-line Trading 

 

A number of factors have resulted in on - line trading becoming more popular in the past 

few years, increased availability of data, increase in net usage, new technology faster 

connections and favourable market conditions have made investing in stock more 

attractive 6.  

This vast increase in on - line trading has given rise to many web sites offering trading 

tools for investors and market data portals.  

In addition recent standards and technologies such as XML and Web 2.0 have enabled 

richer web based applications including the use of graphics.  

2.2. Information Visualisation 

 

Information visualisation is concerned with the representation of dat a in a graphical 

format, which successfully imparts information to the viewer. This idea was famously 

captured by the proverb óa picture is worth a thousand wordsô.  

Tufte 7 takes this concept further by introducing the idea of data density.  Textural based  

representations are limited by the viewerôs ability to read and understand the text itself. 

Basic Text can be thought of as one dimensional in its ability to communicate 

information, being the value the characters represent. Graphics on the other hand can  

be used to represent more than one dimension through the use of colour, size, shape 

and context.  This ability means that more data can be represented over a set area.  

Harris 8 describes how using colour alone can help authors in the following ways:  

¶ Differ entiate Elements  

¶ Encode areas of equal value  

¶ Alert viewer when a predetermined condition occurs  

¶ Identify particular values  

¶ Indicate similar items  

¶ Signify changes in direction, trends conditions  

                                                                                                                                                        
5
 Predicting the unpredictable Mills, T 

6
 Stock Market Psychology, Warneryd, K 

7
 Envisioning Information Tufte, E 

8
 Information Graphics Harris,R  
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¶ Improve retention of information  

¶ Use gradations to indicate tr ansitions from one set of conditions to another  

It can be seen that many of these attributes lend themselves nicely to the stock market 

scenario, particularity in the identification of trends and changes in direction for 

numerical indicators.  

2.2.1 Existing Graphical Representations 

   

The idea of representing data using graphics is not new even in the stock market 

scenario; various charts and display methods already exist:  

Simple time series: Probably the most synonymous chart with stock markets is the time 

seri es graph, which simply plots one variable against a set time period from this an 

investor can see how the price has performed historically.  

 

Figure 1 Example of traditional charting on Self Trade. 

Candlesticks: Bar Chart/Candlesti ck ï First devised by a Japanese rice trader the idea of 

the candlestick diagram is to show price change over a certain period in relation to the 
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highest and lowest price. Candle sticks are still used today on many sites such as Digital 

Look and Self Trade . They are a good example of how graphics can be used to store data 

in a smaller area. The example below shows that by using a box and two lines the 

diagram can successfully communicate 4 pieces of information to a user at once. When 

combined with a time s eries chart even more information can be imparted.  

 

Figure 2 Candlestick Example
9
 

Heat -maps: The concept of the heat map is to display a particular indicators rate of 

change (most commonly the price change over a period) and comm unicate this change 

graphically by changing the colour of the graphic.  

Digital Look 10  provides one example of a heat -map currently available:  

                                                 
9
  http://www.babypips.com/school/what_is_a_candlestick.html  

10
 http://www.digitallook.com/cgi-bin/dlmedia/investing/visual_tools/heat_maps?  

http://www.babypips.com/school/what_is_a_candlestick.html
http://www.digitallook.com/cgi-bin/dlmedia/investing/visual_tools/heat_maps?
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Figure 3: Digital Look Heat-Map 

MSN11  also provides a similar heat -map display again this  displays the price change for a 

certain period.  

                                                 
11

 http://msn.moneyam.com/heatmaps/  

http://msn.moneyam.com/heatmaps/


 12  

 

Figure 4: MSN Heat-Map 

It can be seen that most of these graphical tools only attempt to map one variable, and 

in all cases it is almost certainly the change in price over a certai n time period.  

2.2.2  Issues  

 

Spencer 12  observes óThe mere re-arrangement of how the data is displayed can lead to a 

surprising degree of additional insightô   

It is clear that graphics can help however on the converse Tufte 13  also observes that the 

incorrect us e of graphics can have a negative effect.  

Some common errors include the use of irrelevant decoration, information overload and 

negative use of colour. As such the factors must considered when designing such 

interfaces. As a guide the following requirement s need to be addressed:  

¶ Selection of Data ï Relevant to a task  

¶ Representation ï How to represent abstract things  

¶ Presentation ï Spatial Limitations  

                                                 
12

  Information Visualisation Spence, R  
13

  Visual Explanations Tufte, E 
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¶ Scale Dimensionality -  How many dimensions, variables can be displayed  

¶ Re-arrangement, interaction & explora tion  

¶ Internalisation ï Minds representation of an internal image  

¶ Externalisation ï Display of what user actually sees, i.e. computer display  

¶ Mental Models ï human memory models  

¶ Invention, experience & skill  

 

2.2.3 Cognitive Maps 

 

The next consideration in terms of information visualisation is how the user interacts 

with the graphic. The idea of a cognitive map is how the user constructs a navigational 

guide to an interface in memory; a simple real world analogy would be the London 

underground map.  

Most passenger s on the underground have one goal in mind, which is how to get from 

point A to point B and the required connections between the two. As such the 

underground map uses colour to represent the different connecting routes and does not 

attempt to display any o ther real world data such as accurate scales because the user is 

not interested in this information.  

Another analogy would be to think of cognitive maps as the bridge between the real 

world, the computer display and the users memory 14 .  

The process of creati ng these maps can be illustrated by the following sequence:  

Browse > CONTENT > model > INTERNAL MODEL > interpret > INTERPRETAION > 

Formulate browsing strategy > BROWSING STRATEGY.  

To aid this process the concept of Context maps can be used to help users create such 

models. Such maps aim to give the viewer an basis on which to build their own cognitive 

map.  

2.3. Functional View of Market Trading 

 

To gain an understanding of how investors make decisions and the ways in which this 

data is analysed a functional an alysis of trading activities is undertaken.  

                                                 
14

 Mental models, Navigation 
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2.3.1 Investor Goals 

 

Investors all share a common goal to achieve a return on their initial investment. On a 

very basic level the goal is to always buy when a stock is undervalued before the market 

moves to reflect th is, and conversely sell when an investment is overvalued. Put simply 

buy low and sell high.  

The methods used to achieve this will vary from person to person. Individual goals and 

strategies will differ between individual personalities and age groups. Inves tors can 

however be grouped into two general categories as either active or passive traders, also 

known as short and long traders.  

Active traders aim to make profit from the short - term natural fluctuations in price or 

volatility. The frequency of these tra des varies, the most extreme example being the day 

trader who makes very large trades over short periods to take advantage of daily 

fluctuations in price.   

Passive traders in comparison aim to take advantage of the markets long - term tendency 

to increase, they therefore make very infrequent trades and buy shares periodically to 

add to their portfolio as opposed to selling. Most traders generally fall into the second 

category 15   

2.3.2 MSN Research Wizard 

 

MSN Research wizard 16  gives a good indication of what is invo lved when deciding to sell 

or buy shares. The page is a kind of expert system using MSN data to guide an investor 

through the process of assessing an individual company. The wizard looks mainly at 

fundamental data to gauge how good an investment is.  

The wi zard is split in to 5 main sections. The first step looks at the companyôs 

fundamentals; a set of indicators used to assess a companies financial well -being. 

Fundamentals can be used to determine how profitable a company has been to date and, 

as well as gi ving an idea of the general state of their finances. The kinds of question it 

aims to answer include:  

¶ How much does the company sell and earn (sales & income)  

                                                 
15

 Stock Market Psychology, Warneryd, K 
16

 http://uk.moneycentral.msn.com/investor/research/wizards/srw.asp?Symbol=GB%3Abp%2E 

http://uk.moneycentral.msn.com/investor/research/wizards/srw.asp?Symbol=GB%3Abp%2E
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¶ How fast is the company growing (sales growth & income growth compared to 

industry)  

¶ How profitab le is the company (profit compared to industry 1yr & 5yr)  

¶ How is the companies financial health (debt/equity ratio compared to industry)  

Some investors use a companyôs past price performance as an indication of future 

performance, many will argue that past  prices have no bearing on future prices, likewise 

some will argue that a company that has performed well to date should perform well in 

the future. As such this page basically gives an overview of the stocks performance 

measured as price change over the p ast 1, 3 and 12 months.  

Following on from the fundamentals the next section looks at the likely future price of 

the investment. Using a companyôs profits to earnings ratio along with analyst 

expectations an estimate of how the company is likely to perform over the coming 2 

years is given.  

A companyôs share price can be affected by a number of social factors, such as news 

stories relating not only to the company itself but general economic conditions. An 

extreme example of this is demonstrated by the Norther n Rock bank crisis 17 , which saw 

the share price lose 30% of its value overnight. This dramatic drop in price was initiated 

after it emerged the company had sought a loan from the Bank of England as a result of 

difficult financial conditions. Despite the fac t the fundamental business was sound the 

panic that ensued as customers withdrew savings caused the market price to freefall.  

Recognising the importance of financial news MSN have added in a catalysts section to 

the wizard, which details any company specif ic news stories that could impair or improve 

confidence in the company.  

Finally another predominant task in the decision process is considered, which is 

comparison. Looking at a single company profile can only impart information in a single 

context. To get  meaning from this data a comparison is required, in this case MSN allows 

comparative analysis with up to two other company profiles.  

2.3.3 Functional Requirements 

 

                                                 
17

 http://news.bbc.co.uk/1/hi/business/7007076.stm 

http://news.bbc.co.uk/1/hi/business/7007076.stm
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From our initial investigation it is clear that in terms of making wise investments 

knowledge is key. As J.K Lassers 18  observes of Warren Buffet; one of Americas most 

successful investors:  

He will seek out every last bit of information he can get, whether itôs a companyôs return 

on equity or the fact that the CEO is a miser who takes after Ebenezer  Scrooge himself.  

Using the MSN wizard as a guide the functional tasks can be broken down as follows:  

¶ Determine profitability of a company  

¶ Determine return on investment  

¶ Determine the risk of the investment  

¶ Determine the value of the company  

 

An insight in ex actly how the data is analysed can also be gained. It can be seen that 

most numerical indicators are analysed in the following ways  

¶ Value in relation to highs and lows  

¶ Value in comparison with a base value such as market or sector  

¶ Difference between two va lues, spreads, rate of change.  

¶ Trends and direction.  

¶ Identification of changes in trend, turning points.  

 

The main functional requirements can be grouped into two main categories:  

Our first main functional requirement is therefore the retrieval and storage  of data from 

the World Wide Web for analysis.  

Secondly to make decisions the data must be analysed, this will involve some or all of 

the tasks described in the previous section, which investors already perform on the 

various sources available. A graphica l interface is proposed which will allow users to 

explore and display the retrieved data in different ways to gain a better understanding of 

its meaning.  

Each top - level requirement is investigated in turn to generate lower level requirements:   

                                                 
18

 Pick Stocks Like Warren Buffet Lassers, J K 
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2.4. Data Retrieval 

 

There is a wealth of information available to the investor via the modern Internet. As 

such many companies have emerged which aim to provide content to investors for 

analysis, sites such as MSN money 19 , Digital Look 20  and Self Trade 21 . As we have seen 

however relevant information can come from a wide range of sources. To access all 

these resources manually involves searching and browsing for content. Even with a 

comprehensive bookmark list of sites , this activity is time consuming and laborious. 

There is a requirement therefore to programmatically extract and consolidate this 

information.      

2.4.1 Web Content Mining 

 

Web content mining is concerned with discovering information from the many sources 

available on the web 22 . Using data mining techniques content ca n be analysed and 

extracted for use in other applications.  

One problem with using such a vast data repository such as the Internet is the dynamic 

nature of the content.  In order to retrieve data in any circumstance an application needs 

to know where to loo k and a reference of what it is looking for. In the context of the 

World Wide Web we are dealing with pages of content which can be written in a range of 

formats; ASP, JSP and HTML may change in structure at any time and may not following 

strict rules asso ciated with mark up languages.   

A further complication is the fact that HTML generally doesnôt contain any type 

information and content will almost always be represented as a generic string type. This 

poses issues when trying to extract useful information , which will be used by another 

program that is strongly typed such as Java.  

Luckily despite these issues there are techniques and programs, which solve these 

problems:  

2.4.2 Extraction Techniques  

 

A basic technique for retrieving web -based content is the con cept of Screen Scraping. 

Screen scraping involves extracting data from its final output format, usually the visual 

                                                 
19

 http://money.uk.msn.com/ 
20

 http://www.digitallook.com 
21

 http://www.selftrade.co.uk/ 
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display of the program being scraped. In the context of the web this would involve 

taking content from the browser directly. This can be achi eved by a number of methods 

such as regular expressions or dedicated API's. This technique has limitations however, 

because the data being extracted is taken from a format which has human readability in 

mind, additional processing is required to remove sty ling elements. The data itself will 

not necessarily be structured in a suitable way for use by other programs and as such 

requires contextual information added later.  

Tree Builders are aimed specifically at web page extraction and take advantage of the 

mar k up languages structure. A tree builder will attempt to create a tree representation 

of a web page in memory by matching start and end tags in the target document. The 

program will then build a representation of the structure in order to provide a navigab le 

context.  The designer of the particular extraction program will dictate the way in which 

the tree is built and how extensively it caters for specific tag libraries. Once a tree 

representation has been created data can be extracted based on its location  in a 

document. This method is useful for retrieving data from many pages, which have 

identical layouts for different content, such as stock prices, but can only work with 

supported formats.  

W3 introduced the Document Object Model 23  or DOM to address these issues, in their 

own words:  

óThe Document Object Model is a platform- and language -neutral interface that will allow 

programs and scripts to dynamically access and update the contentô  

The introduction of this standard meant that API and program writers h ad a common 

interface to work from. As such parsers can take the tree builder concept to the next 

level by building a DOM representation of the page in order to extract its content.  

2.4.3 Examples 

 

Implementation of a fully - fledged extraction program is time con suming and not the 

main focus of this project; there are many freely available programs for this task, two 

notable online examples being Yahoo pipes 24  and Dapper 25 :  

Yahoo pipes is a web 2.0 application available exclusively on - line, it relies on structured 

data in the form of XML, RSS feeds and JSON as a target content type. The site consists 

                                                                                                                                                        
22

 Web Content Mining with Java, Loton, T 
23

 http://www.w3.org/DOM 
24

 http://pipes.yahoo.com/pipes/ 
25

 http://www.dapper.net/ 

http://www.w3.org/DOM
http://pipes.yahoo.com/pipes/
http://www.dapper.net/
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of a graphical interface in which users add modules and connect them to create a 

customized output from existing web pages.  

The modules themselves perform various tasks affording the users control over the data 

retrieved from selected URLôs. The output is then displayed as a standard html page, 

which can be viewed by anyone who logs into the site.  

Example creating a simple RSS feed aggregator.  

The ñFetch Feedò module is used to retrieve news stories from the BBC's business feed, 

this is simply connected to the output module.  

 

Figure 5 Simple feed to retrieve RSS from the BBC 

Multiple feeds can be combined in the fetch feed module, a filter module is added to 

allow users to search the feeds for specific terms. The search module is added to provide 

a user input on the main page.  
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Figure 6 Simple Aggregator to combine two feeds 

A search term box is added in the above example  to filter only news items of interest 

from the 3 selected news feeds.  

 

Figure 7 Output page for the aggregator with search term box. 
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Other modules can be used to create more complex pipes, XML data can be extracted 

directly and  manipulated, filtered or combined with other web sources to create useful 

pages. However the application is limited to use with live data and the output is 

restricted to the standard output, in addition few sources of useful data are freely 

available in X ML format.  

2.4.4 Dapper.Net 

 

Dapper (concatenation of Data Mapper) is another online application that allows users to 

extract content from anywhere on the net and output it into various formats including 

XML, JSON, RSS feeds etc. Dapper also provides a Java API  allowing developers to 

connect their programs with dapper to retrieve the extracted content.  

Dappôs are small retrieval applications created using the main site. E ach Dapp is created 

to parse a specific web page. Initially this is achieved via a virtual b rowser within the 

site. The user interface allows web content to be selected for retrieval. In the example 

below the last trade price element is selected. Each selected element can have some 

basic manipulation to remove preceding or tailing strings in this  case the p is removed.  

 

Figure 8 Dapper UI showing selected content 

Any number of elements can be added. Once the content has been selected the user can 

add field names and the output grouped. These are reflected in the resulting  XML output.  
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Figure 9 Preview showing output 

Dapper is flexible enough to allow modifications to the content which is retrieved at a 

later date. The addition of the Java API allowing external programs to interface with 

Dapper mak es it an ideal solution to the retrieval problem.  

2.5. Data Storage 

 

The second top - level requirement of the proposed design is the storage of the data 

retrieved by Dapper. The output format from dapper is selected when the Dapp is 

created and the user has seve ral options including RSS feeds JSON and standard HTML. 

Since we are using the data in another application it makes sense to retrieve the data as 

XML:  

2.5.1 XML 

 

XML is a standard for data exchange and has become popular for use in desktop 

applications for confi guration files, as well as on the web to store and exchange data. 

XML can be thought of as data about data, in that not only does it contain the actual 

data but also contextual and structural information.  

XML has many advantages; firstly itôs high portability between applications and cross 

platform the fact that it has been a W3 standard since 1998 means a lot of applications 

and application interfaces are available. For the example Dapp that we created in the 



 23  

previous section the XML output would look as f ollows (the actual output has been 

simplified to show only the elements of interest).  

<?xml version ="1.0" encoding ="UTF- 8" ?> 

 

<elements > 

 <dapper > 

  <dappName>MSNPriceData </ dappName> 

<applyToUrl > 

http://uk.moneycentral.msn.com/investor/quotes/quotes.asp?sy mbol=GB:BP.L  

  </ applyToUrl > 

  <executionTime >1.233 </ executionTime > 

  <ranAt >2007 - 07- 29 15:59:25 </ ranAt > 

 </ dapper > 

 <PriceData groupName ="PriceData" type ="group" > 

  <last fieldName ="last" originalElement ="span" type ="field" > 

   605.00  

  </ last > 

 </ PriceDa ta > 

</ elements > 

Although there is only actually one piece of data, being the last price the Dapp gives lots 

of other information within the XML document such as the source of the data, when it 

was accessed and the name of the Dapp that accessed it.  

The st ructure of XML is strict in that every start tag must have a corresponding end tag 

and each document must have a single root element. In this example it can be seen that 

the <elements> tag is the root and all the other tags are nested within it. This 

chara cteristic allows logical grouping of elements in hierarchies.  

2.5.2 XPath 

 

XPath is a query language that enables the inspection of XML files. The language is a W3 

standard and works on a hierarchical basis similar to a file system. An XPath navigates 

through t he document structure to a particular node or set of nodes depending on how 

far down the tree the path goes. This adds an interesting capability to XML documents in 

that they can be treated as a very simple database provided an XPath interface is 

available . 

In the above example we consider the following XPath expression:  

//PriceData/last  

The double slash at the start tells the path to start from the root node: elements the 

following expressions tell it to first navigate to the <PriceData> element which is a  child 

of <elements> and then to the <last> element which is in turn a child of <PriceData> 

the result would then be 605.00; the content of our <last> element.  
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2.5.3 Storing XML  

 

Using XML on its own cannot provide a solution which will fully replace a relati onal 

database; although in theory the data could be extracted and continually added to one 

large XML file the problems of organization, persistence, availability, security, efficient 

search and update still exist.  

There is a need therefore to use a RDBMS t o store XML data, a number of possible 

solutions are available. One solution involves storing XML files directly as a file within the 

database, however this solution disregards the logical structure of the XML files when 

performing queries on the resulting  table.  

Another solution would be to create further reference tables to store some of the more 

important structural information about a document, which can then be queried. This case 

will not cope well with changes to document structure since the underlyi ng tables will 

need to be updated to reflect such changes.  

Therefore to gain the full advantage of XML the document would need to be decomposed 

before insertion into the database and then recompiled when it is extracted. XML 

schemas could also be used to e nsure the structure is maintained. Although the 

database can now provide the same level of logical information as the original document 

there are performance ramifications.  

2.5.4 XML Databases 

 

XML databases aim to give the best of both worlds. A native XML dat abase allows the 

storage of individual documents in collections, which can be queried and updated using 

XPath and Xupdate; another standard for performing updates on xml. Collections are 

more versatile than a traditional RDBMS in that they can store a set of generic XML 

documents regardless of weather they contain the same structure. Collections can also 

be stored within collection to provide further levels of grouping and allow queries on 

multiple sources.  

Apache Xindice is a Java implementation of a nati ve XML database according to 

XMLdb.org specifications. Xindice runs as a web application in a suitable container such 

as Tomcat, the way in which the database is access and added to is up to the designer of 

the application, since Xindice is Java based ther e is a substantial API to support most of 

its functions although it is possible to control via a command line interface.  



 25  

Because it is packages as a web app collections can be viewed via a web browser:    

 

Figure 10 Xindice debug tool showing a collection of XML files 

Xindice nicely answers our second requirement to store our retrieved data, since this is 

already in XML format courtesy of Dapper. It also means we donôt need to worry about 

tailoring for changes in incoming dataôs structure and a handy interface is provided to 

check up on the collections.   

2.6. Transforming XML  

 

The final requirement is to represent the retrieved data in a graphical format, again W3 

and XML standards provide the answer. Two standards exist which can addre ss the 

problem: XSL and SVG.  

2.6.1 XSL 

 

XSL stands for Extensible Style sheet Language. XSL is to XML what CSS is to HTML. W3 

continues its mission to separate data from presentation by introducing XML style sheets 

or XSTL for short. XSL allows designers to dyn amically change the representation of XML 

data into other formats such as HTML and SVG.  

Using our example output file from before we add an extra line to reference the style 

sheet:  


























































